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ABSTRACT
Classification is a sub-task common to many problems faced
by autonomous agents. Traditional treatment of classifica-
tion in the Machine Learning literature assumes that a fea-
ture vector is given as input. This ignores the essential role
of an autonomous agent as a proactive information gatherer.
In this paper, we present a framework for making optimal
sensing and information gathering decisions with respect to
classification goals by formulating the problem as a partially
observable Markov decision process and solving for the opti-
mal policy. We demonstrate the utility of this approach on a
simulated meteorite collection task faced by an autonomous
rover.

Categories and Subject Descriptors
I.2.8 [Artificial Intelligence]: Problem Solving, Control
Methods, and Search—control theory

General Terms
Algorithms, Design

Keywords
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1. INTRODUCTION
An autonomous agent is a computational system situated

in a dynamic environment that senses and acts on its envi-
ronment in pursuit of its goals [3]. A subgoal common to
many tasks faced by an autonomous agent is classification.
A classifier is a function that maps domain instances to a
class label. A vector of feature values is assumed as input to
the classifier. An autonomous agent functions as more than
a classifier in that it actively collects the feature values of
objects via its sensors. These sensors can either be concrete
electronic implementations such as an infrared sensor or an
abstract sensor such as a word counter that outputs the fre-
quency of occurrence of a given word in a document. Each
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sensor deployment incurs a certain cost. This cost could be
monetary or could be in terms of time or battery consump-
tion. The agent should factor in the sensing cost before
taking actions as well as the cost of classification mistakes.

In this paper, we present a principled, decision-theoretic
approach to the active sensing problem, which generalizes
the value of information approach [4]. Given prior knowl-
edge of the relationship between the objects and sensors as
captured by a Bayesian network model, the active sensing
problem is to find the optimal sensing strategy with respect
to a given misclassification cost function, while minimizing
the cost of sensor deployments by making as few observa-
tions as cheaply as possible.

The main contribution of this work is the novel treatment
of the true class of an object as the state of a partially ob-
servable Markov decision process (POMDP), and formulat-
ing sensing actions as obtaining observations on the states.
With these insights, we are able to map the active sens-
ing problem to a POMDP, thereby enabling the application
of general POMDP solution techniques to find an optimal
sensing strategy.

2. ACTIVE SENSING
The problem of active sensing with respect to classifica-

tion tasks can be defined by the tuple 〈B, Λ,P ,L〉. B is a
Naive Bayesian network classifier. Λ = Q∪C is the set of all
possible actions, where Q is the set of sensors and C is the
set of all possible object classes. P is the set of costs, where
Pi represents the cost of deploying sensor qi. L : C×C �→ �

is a function that maps a pair of class values, the actual class
of the object and the assigned class, to an integer denoting
the loss for misclassification.

Given the formal description outlined above, the solution
to the problem is an active sensing policy π : X �→ Q ∪ C,
a function mapping X, the measurements made so far, to
a sensor deployment action or a classification action, such
that the cumulative costs, defined as the sum of sensor de-
ployment costs and misclassification penalties, is minimized.
Reward is the negative of the cost, so we use the two inter-
changeably in this paper.

In this section, we will present how the active sensing
problem 〈B, Λ,P ,L〉, under the Naive Bayes assumption,
maps onto a POMDP 〈S ,A, T , Ω,O,R〉. S is a finite set of
states, with initial state s0. A is a finite action set. T is a
transition probability table. Ω is a finite set of observations.
O is a table of observation probabilities. R is a reward
function. General solution techniques have been developed
that find optimal control strategies [2, 1]. Once this mapping
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is complete, solutions can be found by the application of
standard POMDP algorithms.

2.1 Mapping Active Sensing to a POMDP
The true class label of an instance can be thought of as its

underlying state. Given this simple interpretation, the state
space of the POMDP is simply the set of class labels. We
add to the state set an absorbing state, denoted as cabsorb.
It is reached when a classification action has been taken.
S = C ∪ {cabsorb}.

The action set of the POMDP is equivalent to the action
set of the active sensing problem. They can be either sensing
actions or classification actions. A = Λ.

The observation set is the union of the set of all possible

sensor output values. Ω =
�|Q|

i=1 Vi, where Q is the set of
sensors and Vi is the value set of sensor Qi. The observa-
tion function, O : S × A × Ω �→ R, assigns the probability
of observing a certain value given the class of the instance
and the action taken. For sensor deployment actions, this
corresponds to the entry in the conditional probability table
of the feature observed indexed by the class value and sensor
output. For classification actions, this value is 0. The Naive
Bayes assumption, along with the assumption that observa-
tions are independent of time, ensures the independence of
observations given the state.

The state transitions made during a classification episode
are essentially self loops because, once chosen, the instance’s
class value remains constant. Sensing actions do not change
the state of the process. If a classification action is made,
however, any state is taken to the absorbing state.

The immediate rewards for feature observation actions are
the corresponding costs incurred by the deployment of each
sensor. For the classification actions, we query the loss func-
tion to find the cost of misclassifying x as y. Under zero-one
loss, this function returns 1 if and only if the class label
assigned matches the true class. More generally, the loss
function can be specified by the user of the classifier to re-
flect domain specific misclassification costs.

2.2 Experiments
We used Cassandra’s POMDP package to solve some sim-

ple illustrative examples. We found that if the cost of obser-
vation is high relative to the reward for the correct classifi-
cation, then it might not make sense to make any observa-
tions at all. On the other hand, if the cost of sensing is low
and the reward for correct classification is relatively high,
then the algorithm will tend to favor more sensing actions
in order to carefully narrow down the choices before making
a decision. What about the trade-off among different sen-
sors? If the cost of sensor one and sensor two are the same,
then the more informative sensor will always be chosen. The
more complicated trade-off occurs when one sensor is more
informative than the other, but is also more expensive. In
the case where the informative sensor is very expensive as
compared to the less informative one, the decision was to
use the less informative sensor. As the reward for classifica-
tion is increased however, a point will eventually be reached
when the precision provided by the more informative sensor
is again worth the cost. At this point, it will be deployed
despite its costs.

Next, we present an example application of meteorite col-
lection by an autonomous rover. A rock in question can be
either a meteorite or a sandstone. The sensors available are

a low-resolution black and white camera, a high-resolution
color camera, a metal detector, and a spectrometer.

To illustrate the active sensing approach, we initialized
the parameters of the network with values that intuitively
correspond to the accuracy/informativeness of each sensor.
We stress that this framework is independent of the model
parameters as long as the model assumes a Naive Bayes
structure. The algorithm finds the optimal sensing policy
with respect to any set of parameters. The optimal policy
for this particular rock classification example is as follows.
With a prior distribution of 0.7 and 0.3 on sandstone and
meteorites, only two sensors out of the four available are
needed to make an optimal classification (see figure 1). For
different priors, different sensors might be deployed. The
complete FSA depicting the policy for any prior distribution
has twelve states.
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Figure 1: The policy for rover sensor deployment

3. CONCLUSION AND FUTURE WORK
The main contribution of this work is to cast the problem

of active sensing for classification into a decision-theoretic
framework, which balances the cost of acquiring additional
information against penalties for misclassification. Once
complete, standard POMDP solution techniques from deci-
sion theory were adopted to find the optimal sensing policy.

We are interested in extending this framework to the de-
centralized multi-agent case where multiple agents collabo-
rate to classify an object. This problem arises quite natu-
rally when each agent has only access to part of the state
due to either temporary restrictions (e.g. the location of the
agent) or more permanent limitations such as lack of certain
types of sensors. Collectively, all the agents may be able to
make sufficient sensor measurements to classify the object
in question.
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